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The Complexity Ceiling
When data grows faster than understanding

Traditional workflows cannot absorb the scale, diversity and interdependence of modern data.

. . A crisis of le and interpretation
1 Data explosion 2 Heterogeneity crisis of scale and interpretatio
scale
A
* Petabytes to exabytes A * Sensors, images, text
@ * Continuous streams =18 | Simulation + observaton ¢ 7 complexity ceiling _
insight slows
while data
accelerates
3 Brittle workflows 4 Human bottleneck human-led analysis
time
58-@ * Bespoke pipelines %‘9\9\ * Scarce expertise The challenge is not only computational;
° Hard to reuse or scale L4 j—J e Rising infrastructure cost

it is epistemic.

g[: M Unless analysis itself evolves, the next generation of experiments may produce
< essage -
insights more slowly, less completely, or not at all.



SCIENTIFIC WORKFLOWS: TWO PARADIGMS

OLD PARADIGM NEW PARADIGM
MANUAL, TOOL-BASED ANALYSIS HUMAN-AI COLLABORATION
Modelled and represented
using DSL

N % (Build and config tools)

Automation of traditional

TR < procedures >

&t 2wz & =

i I I 'j, Data
Human Human s
N x (Visualized results) k. Human-Al collaboration P \'" d’l ol Ry s Ib::“:d 'IF “‘L rafoprrrpa
People configure, execute and Al agents orchestrate established
supervise every stage of the data analysis tools through domain-specific
pipeline. languages.
As data volumes and complexity increase, Automation scales the workflow while retaining
manual coordination becomes a bottleneck. transparency, scientific control and human
oversight.

From hands-on tool management to human-supervised, agent-orchestrated

KEY SHIFT research workflows
Ke Li et al., Front.Phys. 21 (2026) 9, 096401 *



Reasoning in LLMs

How language models work through difficult questions

Reasoning-capable LLMs perform multistep analysis before

?
" producing an answer.
1 Break down 2 Evaluate 3 Refine
|dentify steps and » Compare possible » Check and improve
constraints explanations the answer
DETECTOR Noise rising? Compare causes — recommend
EXAMPLE diagnostics

v Reasoning recommends actions; it does not itself execute them.



Agentic Al: Reasoning into Action

Reasoning is the engine; agents add tools, execution and feedback

REASONING LLM - AGENTIC SYSTEM
Figures out what to do Does it, checks, and adapts
HOW AN AGENT OPERATES

Reason & plan == Use tools w=> Checkresult == Adapt & repeat

DETECTOR MONITORING
Reasoning: suggests a high-voltage diagnostic.

Agent: queries DQM — runs checks — alerts the operator.

v Agents act within defined permissions and human oversight.



FROM GENERATIVE Al TO REASONING AND AGENTS

Selected model and agent milestones | 2018 - October 2026

[
FOUNDATION & GENERATIVE MODELS °« 2018 -2023 Large-scale pretraining enables general-purpose generative Al 3
ChatGPT
GPT-1 GPT-2 GPT-3 Chinchilla (GPT-3.5) LLaMA GPT-4 Claude 3
I . . It & IS Gr | 4
2022
'S 2018 2019 2020 2023 P
" N
REASONING BECOMES MAINSTREAM ¢ 2024 -2025 Models with stronger reasoning, tool use and complex problem solving
Jan 2024 Sep 2024 Jan 2025 Feb 2025 Mar 2025 Apr-Jul 2025 Aug-Nov 2025
Claude 3.5 OpenAl o1 DeepSeek-R1 Claude 3.7 Gemini 2.5 Qwen3 GPT-5
Sonnet (preview) Kimi k1.5 Sonnet Kimi K2 Kimi K2 Thinking
l l l l l l Gemini 3
>
.G = g o s —
Reasoning era —— Agentic era\
d SN
AGENTIC SYSTEMS SCALE ¢ 2024 - 2026 From copilots to autonomous, tool-using agents
Nov 2024 Jan-Mar 2025 Jul-Sep 2025 Jan-Apr 2026 Jul-Oct 2026
MCP introduced Operator ChatGPT agent Kimi K2.5 Kimi K3
(standardized Claude Code Claude Sonnet 4.5 Qwen3.5 GPT-6
Al-tool connectivity) Agents SDK Claude Opus 4.6
‘ l i DeepSeek-V4 l
A !
1 1 l 1 1 1 1 1 1
2018 2019 2020 2021 2022 2023 2024 2025 2026



LLM User Input Prompt

HuggingFace Tuning Data Analysis Agentic Al
= @ y g

User
Decision

Debugging Ervor
- A Prepare
NOT Valid Il ML
LLM Code fixing = 4 inputs

Regenerate

In;;u;:iles ld e 'o_o_ -

Final Final optimization of Output
Results the network output Metrics ML Training
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StarWhisper: Telescopes on Autopilot

Nearby Galaxy Supernovae Survey (NGSS) » optical transient monitoring

THE EXPERIMENT

A network of 10 optical telescopes at four sites in
China repeatedly surveys nearby galaxies.

WHAT IT MEASURES

CMOS images in LRGB filters track nearby galaxies and flag
new transient sources, including supernovae.

10 telescopes 4 observing sites 3,000+ galaxies on clear nights

EXAMPLE TRANSIENT DETECTION

Reference image, new observation and difference image for AT2025pk near NGC 0615

_TEMPLATE _ _____SCIENCE

Template — new observation — subtraction reveals a transient candidate

Wang et al., Communications Engineering 4, 184 (2025) DOI: 10.1038/s44172-025-00520-4
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StarWhisper: Why Agentic Al Matters

From manual observing to autonomous operations and science-ready data

Traditional vs. SWT-Enhanced

11:30
9:00 11:00 12:00

Create observation list

222 IE Xinglong x7
FY ¥y
= Gansu

%\/ . 2’ @ Yunna
1 Xinjiang
[ Search for sources ] [Any findings yesterday?] Telescope List

IO,y ;

[ Long Waits, Competing Priorities, Researcher Fatigue ]

@ 4 &

9:00 During Day 18:00 5:00
AlI-Generated List Al-Controled Observations

| Al Task Interface
/\| ~ List Completed

Researchers focus

on academic work - @

Data Ready

HIS PER

[ One-click Setup, Autonomous Operation, Researchers Focus on science ]

Agentic Al automates planning, execution and data handoff — researchers focus on science.

Fig. 1: Wang et al., Communications Engineering 4, 184 (2025) DOI: 10.1038/s44172-025-00520-4
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StarWhisper: Toward an Al Astronomer

A proposed closed loop: scientific ideas, observing, data and new insights

Al ASTRONOMER ¢ PROPOSED WORKFLOW

Idea generation Observation planning Data processing
based on based on based on
databases and libraries databases and libraries data pipelines J d

Scientific writing

based on

atabases and librarie

J

agent workflows

=
) 4
Technical iteration Telescope
based on

Y

Group brainstorming
based on OC§
multi-agent discussion Instructions

=]

A

Multi-round revision

based on

Leview and polishing agenJ

\ 4

A

)

Manually revision J

]
: Observation

ALREADY DEPLOYED

NGSS observation plans, telescope control, image pipelines and transient

alerts.

FUTURE EXTENSION

Hypothesis generation, coordinated follow-up and writing with feedback.

1 GENERATE & PLAN

Agents use literature and
datasets to develop ideas and
observation strategies.

2 OBSERVE & PROCESS

Telescopes observe; control
handles exceptions; pipelines
process data.

3 WRITE & ITERATE

Scientific writing and human
review feed results back into the
next round of ideas.

Vision: hypotheses > observations - results > new hypotheses

Wang et al., Communications Engineering 4, 184 (2025)

DOI: 10.1038/s44172-025-00520-4
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JW-ASTClaw: The Solar Telescope

Solar Full-disk Multi-layer Magnetograph (SFMM) e Chinese Meridian Project

THE EXPERIMENT

At Ganyu, the SFMM monitors the full solar disk from the

photosphere to the chromosphere for space-weather
research.

WHAT IT MEASURES ¢ FOUR SPECTRAL CHANNELS

Fe 15324 A HB 4861 A

Photospheric magnetic field Doppler velocity

4 - Call 8542 A Ha 6563 A
,Qd- Chromospheric activity Filaments and flares

SFMM telescope ¢ Ganyu, China

AGENTIC CONTROL ¢ EDITABLE ARCHITECTURE

PERCEIVE REASON EXECUTE

DQM, sky conditions, > Balance goals and > MCP commands + safety
flares constraints checks

Agentic decisions adapt how the solar instrument observes.

Tong et al., Research in Astronomy and Astrophysics 26, 085014 (2026) DOI: 10.1088/1674-4527/ae8b87
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JW-ASTClaw: DQM Triggers Action

Real-time image quality and sky conditions feed autonomous observation decisions

NORMAL MAGNETOGRAM WIND-INDUCED JITTER

WIND / DQM

Detect motion artifacts and
compromised exposures.

CLOUDS / SCHEDULING

Adjust observing plans or
pause for approaching clouds.

FLARE / FAST MODE

Switch to rapid 2 s Ha
observations with HDR (High
Dynamic Range) exposures.

MCP actions pass safety checks; rule-based and manual fallbacks remain.

Tong et al., Research in Astronomy and Astrophysics 26, 085014 (2026) DOI: 10.1088/1674-4527/ae8b87
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GRACE: Agentic Al Designs Detectors

From a physics brief or paper to simulated, verified design alternatives

GRACE ¢ AGENT ARCHITECTURE

CALORIMETER DEMO ¢ ENERGY RESOLUTION (SIMULATED)

[NL Prompt / PaperJ

L Task
Classifier

Y

A

S —
Workflow
Planner

4

Vs

.

Tool Router

~

/

e

4

| root

geant4 I

geometry

| python

SO

-

-

Self-
Evaluator

W

Y

) Physics
) Verifier

<

<

A

Error
Recovery

4

[Design / Report]

Knowledge
Graph

2.26% > 1.38% Projective PbWO, towers

Hill & Ryoo * GRACE (2026)

WHAT IT DESIGNS

Detector geometry, materials and sensor
configurations, guided by physics and
practical constraints.

HOW THE AGENT WORKS

Builds simulation workflows, calls Geant4
and other tools, verifies physics, and
iterates when needed.

DESIGN EXAMPLES

Electromagnetic calorimeters, muon
systems and optical detectors.

Toy-study result; the paper notes omitted real-world
effects.

v Agents propose geometry, simulate detector response and verify physics.

arXiv:2602.15039 ~
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LLMs as Detector-Design Meta-Planners

Two physics testbeds: calorimeter layers and spectrometer stations

SAMPLING CALORIMETER ¢ LAYER PLACEMENT & THICKNESS

Best design Best design

o
N
S
o
N
=)

0.15

o
-
~

Sensor thickness (mm)
o
- =
&

Sensor thickness (mm)

025 050 075 100 125 150 175  2.00
Longitudinal Segmentation

000 025 050 075 100 125 150 175  2.00 0.12
Longitudinal Segmentation

=4
o
=)

Standalone LLM LLM + trust-region refinement

MAGNETIC SPECTROMETER ¢ TRACKING-STATION DESIGN

Best design Best design

1000| ¢ 1000 ¥

% 2 é ;

% 900 |& % 800 |&

. £ 7 £

Z 800 3> Z : 600 |5

0 5 10 15 20 Z 0 5 10 15 20 z

Locations of the tracking stations (m) Locations of the tracking stations (m)
Standalone LLM LLM + trust-region refinement

100 GeV MOMENTUM RESOLUTION ¢ EXAMPLE BENCHMARK

Baseline momentum resolution 13.86% > LLM+TR 7.97% ~ RL 7.95%

PROPOSE

LLMs suggest layer types, sensor
positions and tracking layouts.

CHECK

Enforce hard geometry and budget
limits; score with physics
simulation.

OPTIMISE

Localrefinement improves
placements; RL (Reinforcement
Learning) achieves stronger final
designs.

v LLMs find feasible layouts; dedicated optimisers still drive the best performance.

Zoccheddu et al. ® LLMs for Physics Instrument Design (2026) arXiv:2601.07580 ~
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FCC-ee: Al Optimises Vertex Detector Design (Not LLM)

11-parameter silicon tracker ¢ closed-loop, multi-fidelity Bayesian optimisation

DETECTOR GEOMETRY e SIMULATED OPTIMISED LAYOUT

cand_0539 | rank #1 | mean AUC(b,c,s) = 0.9532

Full detector: r/z view

Zoom: vertex / inner-tracker region

0.16

2.0

15

rm]

r[m]

1.0

=il

0.0

05 | | | | 0.04
| | 0.02
-
2 -1 0 1 2

0.00
-0.6 -0.4
z[m]

—— Beam pipe === \ertex detector === |nner tracker === Outer tracker

-0.2 0.0 0.2 0.4
z[m]

Support material

AUTONOMOUS DESIGN LOOP ¢ BAYESIAN OPTIMISATION

ONLINE OPTIMIZATION LOOP

OFFLINE DATASET

WHIZARD / PYTHIA
Event generation

ZH (bb, cc, ss, gg, light)
\_ J

or GUINEAPIG

IPC generation
Incoherent Pair Creation
L (e*e” pair background)

J

4 I
o DELPHES PYTORCH
| Detector Simulation ParT Training |
Simulation from a CLD Flavor classification
modified geometry training
—_——_—— Y ~
( LOSS |
{ * LowFidelity |
() | ¢ HighFidelity |
(™ roiomo ) BOTORCH ) m T
) —— Black-Box
I Detector Card L
-7 ) Optimizer
- J

0.6

DESIGN SPACE

3 barrel layers + 3 endcap disk pairs

11 VARIABLES

Positions, spacing, thickness and
resolution

HARD CONSTRAINTS

Beam pipe, no overlaps, =6 tracker hits

MULTI-FIDELITY SEARCH
~1 min
~1h

low-fidelity IP proxy

simulation + ParT
tagger

BEST MACRO-AUC

0.9532

154 high-fidelity + 1,682 low-fidelity evaluations

v Al proposes feasible geometries; simulation and performance feedback refine each design.

Brillo et al. ® 4th US FCC Meeting, SLAC (2026)

FCC-ee poster
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CMS Archi: Agentic Computing Operations

CMS collision data = reconstruction, production and worldwide distribution

ARCHI ¢ DOCUMENTATION + LIVE MONITORING + TOOL-ASSISTED REASONING

DATA SOURCES COLLECTORS DATABASE AGENT RUNTIME USER INTERFACE
r N B - N a
at
Ingestion pipelines: —_—— LLM Providers primary operator Ul ‘}
Files (PDF, .md, code) $S0 / Auth OpenAl - Anthropic - _Gemini —
Web pages ] Conversion to .md L—v Ollama - vLLM - HuggingFace Data Uploader ‘)
Jira projects manage ingested docs

Anonymization

Git repositories ) .
Redmine Parsing - chunking MCP Host - Tools
Scheduled scraping Retrieval + live API calls Grafana Dashboard
~ usage + quality metrics
\. _/ k 7 Postgres L T J
+ pgvector A/B testing
BM25 - vector - External Tools - via MCP R
metadata search e.g., monitoring APIs, search backends
COMPUTING CHAIN AGENT DIAGNOSTICS IN PRODUCTION
Tier-0, simulation and >1 EB ~10,000 documents + read-only 393 conversations; 20 users
Rucio / HTCondor tools (Feb—Apr 2026)

across >60 storage sites

v Agents investigate failures and retrieve runbooks; operators decide.

arXiv:2606.04755 ~

Lugato et al. ® Archi (CMS, 2026)
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CMS WisDQM: Agentic Support for Shifters

Online DQM, Online Trigger and Offline Tracker DQM ¢ FNAL Remote Operations Center

CMS DQM e >200 PLOTS PER RUN SHIFTERS USING WisDQM AT FNAL

Event # Run started, UTC time

- S 4 Workspace P « dRun#b?. LS #
. Online: Summary . 404'832 . 48 . 10'378'094 . Thu 11, 07:13 =

'''''''

BeamMonitorLegacy - N/A - (Never) BeamPixel - 0.0% - Thu 03:31.21 CSC - 100.0% - Thu 03:31.21 DT - 10.0% - Thu 03:31.30
Besrm “gor SGumemary Map el Pt Vertices Beam Spot: % Good Fits CIC Chamber Siates (190.9%) OT Report Summary ap

- 1
i | n
123 48678 810039

GEM - 0.0% - Thu 03:31.21

Ecal - No DAQ - Thu 03:31.21 EcalPreshower - 100.0% - Thu 03:31.21 FED - 100.0% - Thu 03:31.21
repertsimeary s FeatPreans e Ropert Smmary Map FED Anpant Summary hap

S ((mnmuu«m-ﬂm‘.. o
EB 401402 +03 404 405 +06 +07 +08 +00 . . ‘
id| 10 411412413 414 415 416 417 418, @ °

EE +01 402 +03 +04 +05 +06 +07 +08 +09

RETRIEVE > GUIDE

ASK 4

EB|-01 42 03 04 .05 06 07 08 09 |

10 11 12 13 .14 <15 <16 .17 18 I

SHIFTER FEEDBACK

SHIFT WORKLOAD

Three 8-hour shifts daily; shifters
inspect detector status and call
experts

LIVE PILOT

Deployed at FNAL (April 2026);
GPT-OSS 120B and daily CMS run
reports

13.9 s mean response; useful for
procedures and shift priorities

v The shifter retains DQM decisions; direct GUI plot access is planned.

Sunnarborg et al. e WisDQM, DPF 2026

Archi framework: arXiv:2606.04755 19
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Calo DQ on Autopilot, Shifter in Command (work in progress)

Agentic Al for ATLAS TileCal Data Quality Monitoring e DQ shifter assistant

ATLAS TILE CALORIMETER

— a . PRSI T B P ==t g
ST L = o
4 By LCD

4 By MBTS
= B Tile
& [ TileEBA
=) By TileEBC
B TileCellDetailoccMap_EBC
= @ TileDataCorruption_EBC
# [ TileNoise_EBC
= B TileTiming_EBC
@ TileChannelTime_EBC

4 By TileGapLaserTime_EBCO1
+J By TileGapLaserTime_EBC02
+) By TileGapLaserTime_EBC03
+ By TileGapLaserTime_EBC04
# By TileGapLaserTime_EBCOS
+ By TileGapLaserTime_EBC06

By, TileGapLaserChannelTime_EB I

+J By TileGapLaserTime_EBC07

+J By TileGapLaserTime_EBC08
+J By TileGapLaserTime_EBC09
1) By TileGapLaserTime_EBC10

41 B TileGan! acarTime ERC11

256 modules ¢ ~10,000 channels

B, Status: TileGapLaserTime_EBC07

DQMF ¢ AUTOMATED DATA QUALITY MONITORING

5
3
1
4
-4
5 T

= T T T
2217 22220 22:25 22:30

[ Child status: TileGapLaserDigitizerTime_EBC07_digil
B, Child status: TileGaplLaserDigitizerTime_EBC07_digi2
B, Child status: TileGapLaserDigitizerTime_EBC07_digi3
[ Child status: TileGapLaserDigitizerTime_EBCO07_digi4
B, Child status: TileGaplLaserDigitizerTime_EBC07_digi5

B, Child status: TileGapLaserDigitizerTime_EBC07_digi6

~50,000 histograms per run

PROPOSED AGENTIC WORKFLOW ¢ DQMF ALERT > REASONING > DRAFT E-LOG

1 DQMF FLAGS

Green / yellow / red statuses
highlight anomalies for DQ review.

2 AGENT CHECKS

Whiteboard, persistence and prior
shifts inform its assessment.

T T T T T T T
22:40 22:45 22:50 2255 23:00 23:.05 23:10 23

Time

6-step judgement checklist

3 DRAFTE-LOG

For shifter review

v Agentinvestigates and drafts; the DQ shifter validates and decides.

ATLAS TileCal » proposed DQ shifter assistant

20



Fenix: Agents for Detector Infrastructure

CERN EP-DT e predictive maintenance across critical control and safety services
FENIX FORGE  TIME-SERIES INTELLIGENCE

FORGE | ANALYZE

Forecasting, anomaly and change
detection

) MAPE, MAE,R... ot &
oy o
- [ —

SENTINEL | MONITOR

Data quality, drift checks and
model fallback

EMBER | RECOMMEND

Agent reasons over evidence and
maintenance context

7-PHASE MODEL DEVELOPMENT

Inspect > Model » Validate > Deploy

MAY 2026: Sentinel initial version;

Evid led e poli tes e oducibl lt
vidence ledger ® policy gates ® reproducible results Ember MVP

v From anomalies to maintenance advice — operators retain control.

F.Varela ¢ CERN EP Detector Technologies ¢ Agentic Al for Infrastructure Control e 7 May 2026
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Genesis: Specialized Agents, One Platform

CERN EP-DT e three May 2026 pilots share retrieval, tools, access control and knowledge

THREE OPERATIONAL PILOTS ¢ EXPERTISE REMAINS DOMAIN-SPECIFIC

SPARK Magnet strain

b, LHCb Magnet Control System

LHCb Magnet Control System

APEX CO, cooling

: .
ol m® “‘w
e S s o SRR
@w} 2™
Selects strain sensors, bridge Drafts functional analyses from Assists cooling-plant O&M;
configurations and signal P&IDs; answers PLC and spec- consults RISEN for low-level
chains. file questions. controls.
APEX (cooling assistant) > asks 2 RISEN (controls expertise) One-way federation

v One platform, specialist knowledge, controlled consultations.

F.Varela ¢ CERN EP Detector Technologies ¢ Agentic Al for Infrastructure Control e 7 May 2026
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Environmental sensing at CERN

LATEST READINGS

NOX

1

PM1.0 (ug/m?3)

20

2026-09-17

Layer 1 —
Data Sources

Layer2 —
Scheduler

Layer 3 —
Parallel checks

Layer 4 —

Threshold decisions

Layer 5 — Agent

Layer 7 — Outputs

-

Tl voc ks PM 10 pgfme PM25 pafme
102 0.8
+
© N
@ »
-
&)
)
PM2.5 (ug/m?3)
30
25
20
15
10
5
P
0
2026-09-17 2026-09-18 2026-00-17 2026-00-17 2026-00-18

Direct email
No investigation

get_weather

Brevo SMTP
send_alert() email

Layer 6 — Tool calls | wind speed — radius km/h J

] | get_neighbors

DB log
save_agent_event()

dynamic radius = max(10, min(80,
‘ wind_speed_kmh x 1h)) — mininum 10 | ~———————~
| calm conditions, maximum 80 km storm

APScheduler

monitor_cycle() every 15 min

Rolling average
mean pm2p5 last 1h

Kimi K2.5 agent
lim.run_agent()
max 10 iterations

)\

}r get_station:readings )

pm2p5, temp, humidity j

Neighbor radius formula: radius = max(10, min(80, wind_speed_kmh x 1))

Confidence threshold
Rolling average windo

agentevents

investigation history

Dedup guard

submit_conclusion

confidence score 0-100 — alert sent anly if:
confidence 2 70, spike sustained across multiple
readings, at least one neighbor elevated OR wind
explains spread, no high false-alarm history

lert only if confidence 2 70
st 1 hour of pm2p5 readings

Daily outlier threshold: 24h average 2 40 pg/m®

Environmental spikes and alerts
handled by Agentic Al

Use several models, such as Kimi,
Claude and others.

Agent constrained to a limited
number of queries and tasks

How Kimi K2.6 Reasons — Internal Mechanism

Context Window — 256,000 tokens
7-day Station History — Tool Results — accumulated after each call
false-alarm rate, past decisions, reliability || (inguga grows each iteration)

get_weather(station_id)

Investigation Request —

System Prompt — ‘
station ID, 1h rolling avg PM2.5, threshold

agent role, decision rules, guidance

Iteration 1

Self-Attention Mechgnism

Every token attends to every other token

PM10=0 «— PM2.5=5756 — physically impossible
sensor temp=0.01°C «— weather temp=9.6°C  |_, S‘{th ﬁégdo tlo
—__— inconsistent know?

—
wind_speed=4.9 km/h «<— neighbors=0
— no regional spread

Pre-trained on scientific literature —
understands physical relationships

Calibrated Confidence Score 0-100
Kimi weighs Kimi weighs -— four signals:

Signal 1 — Spike duration: sustained across readings or single point? j

Confidence

Signal 2— Neighbor confirmation: regional event or isolated sensor? ek

Signal 3 — Wind plausibi does spread direction and speed make sense?

Signal 4 — Station reliability: false-alarm rate > 70% in last 7 days?

1 — Open-Meteo API
Retur i
2m, relative_humdity_2m, precipitation
%loseﬂ fa1r':)calculale neighbor radius = max(10, min(80, wind_speed_
y m x

get_neighbors(station_id, max_km)
< 3| —»MongoDB — Haversine distance formula
Returns: nearest stations within dynamic radius, names, cities,
distances in km
Used for: confirm if pollution is regional or isolated to one sensor

y
get_station_readings(station_id, hours)
3 — MongoDB nodedatas collection
Retumns: PM2.5, PM10, C02, VOC, NOx, Temperature, Humidity — last N hours.

Used for: check if splke is sustained across mulliple readings or

Tool result added to context
—» Kimi re-reads everything
- decides next action

Chain-of-thought loop
— Kimi re-reads everything
— decides next action

wind_speed_10m, wind, direction_10m, temperature_

Iteration 2 — calls get_neighbors
— finds 0 neighbors within 10 km
Iteration 3

> calls get_station_readings
— sees frozen data, PM10=0
e anomaly

| Real example — Origin Centre
alert— Input: PM2.5 rolling avg = 5756 pg/m®
send_alert() via [ [FCRPIRRRY
Brevo SMTP - PM10 = 0 while PM2.5 = 5756 — physically impossible
‘ - Sensor temp = 0.01°C vs weather = 3,6/ sensor frozen
- wind = 4.9 knvh —» radius = 10 km — Oelghbors found
‘ Al readings identical across 20+ timestamps — frozen

YES

b’unhdence 270
AND

evidence

\consistent? NO ( ﬁ&_aﬁn =
/ save_agent_event()
— to MongoDB

data stream
Output: no_alert — confidence 100%
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CERN: Shared Agentic Al Infrastructure

ItGPT / (Al)? building blocks are being extended into the central CERN ML service

ESTABLISHED BUILDING BLOCKS ¢ ITGPT / (Al)®

REAL CERN GATEWAY
= Gueum % S Osmumans 0w mg Al
01 ACCESS s lueieldse 03 AGENTS = =
A common entry Unified model . .
i Shared retrieval - = e sl =4
point for CERN gateway and
. and tool access el
users serving I
OpenWebUI + SSO ) LiteLLM proxy ) RAG pipelines M ——
L . ) - o
Mattermost / chat vLLM / A100 GPUs MCP integration .=
LiteLLM operations dashboard
APl integration Cloud models Scientific services

600+ AccGPTusers

80+ LLM use cases identified

MCP tools: ROOT e CDS ¢ Zenodo ¢ Indico 100+ ItGPT participants

v One shared Al stack for CERN experiments — not isolated pilots.

M. Guijarro ® CERN IT ¢ HEPiX Spring 2026 CERN ML service
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https://ml.cern.ch/

CERN IT: From Pilots to a Central Al Service

The 2026 plan separates shared infrastructure from experiment-specific science

ROADMAP PRESENTED AT HEPIX SPRING 2026

Q22026 Q4 2026 Q22027
01 FIRST PoC ) 02 AGENTIC Al 03 GENERAL AVAILABILITY
Gateway, model catalog, monitoring Agent hosting, MCP integration and Sustainable operations, resource
and accounting shared RAG pipelines portal and costing
Initial use-case onboarding Selected agentic use cases Documentation and training
ONE PLATFORM ¢ DISTINCT OWNERSHIP
CENTRAL CERN IT SERVICE EXPERIMENT / DOMAIN TEAMS
Model catalog + serving ® agent hosting Scientific prompts, workflows and integrations
Identity, RBAC, MCP + RAG e evaluation Curated knowledge e validation + accountability

v/ CERN IT runs the platform; experiments own the science.

M. Guijarro ® CERN IT e HEPiX Spring 2026 | Roadmap targets AccGPT collaboration
25



https://accgpt.docs.cern.ch/

Dr Sai Al Agent Infrastructure

Dr. Sai Hub -

. Dr. Sai SSO @ / Frontend interface
F Y Unified authentication I (multiple instances) for

e Stores conversations and

o tasks
]
metadata

for all services
OpenAl/OpenShift

Collaboration Tools

0@ E

o=
On Models: : Model Access

for retrieval-augmented generation g
D,
Llama 33 L/ Qwen2.5 GPT Magistral
Rest API

) S Dr Sai Agents
Aid |

3

Discourse Mattermost

s\‘
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1
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1
1
1
1
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1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
!

-

Deploy Scale Monitor

1
1
1
:
|MO|’ \ |
:
/

D,
=4

=) ~
‘ . User P Route via -8 | Access @  Execute Log
Unified Flow l e Login —— @ Gateway — bg@ knowledge/Models = ‘% via access_) &E Monitor

Mingfeng He, et al. https://arxiv.org/abs/2604.22541
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Agentic Al: The Emerging Instrumentation Layer

Across detector R&D, monitoring and operations, a common pattern is taking shape

THREE TAKEAWAYS
° DESIGN @ OPERATE
Explore detector Diagnose and
configurations adaptinrealtime
Propose new layouts; test them Combine DQM, telemetry and
with simulation and physics tools to alert, advise or execute
constraints. bounded actions.
EXAMPLES IN THIS TALK EXAMPLES IN THIS TALK
GRACE ¢ FCC-ee Telescopes ® CMS ¢ Fenix

@ SCALE

Make agents
reusable and trusted

Shared models, RAG and MCP
tools with clear domain
ownership.

EXAMPLES IN THIS TALK

CERN IT ¢ Genesis ® Dr Sai

ESSENTIAL GUARDRAILS Physics checks ¢ Controlled tools ¢ Audit trails ® Human oversight

v From isolated pilots to physics-grounded, human-supervised instruments.

Summary e Instrumentation for Colliding Beam Physics ¢ Hefei, October 2026
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